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Abstract—The introduction of more onboard autonomy in fu-
ture single and multi-satellite missions is both a question of
limited onboard resources and of how far can we actually thrust
the autonomous functionalities deployed on board. In-flight
experience with NASA’s Deep Space 1 and Earth Observing 1
has shown how difficult it is to design, build and test reliable
software for autonomy. The degree to which system-level on-
board autonomy will be deployed in the single and multi satellite
systems of tomorrow will depend, among other things, on the
progress made in two key software technologies: autonomous
onboard planning and robust execution. Parallel to the develop-
ments in these two areas, the actual integration of planning and
execution engines is still nowadays a crucial issue in practical
application.
This paper presents an onboard autonomous model-based ex-
ecutive for execution of time-flexible plans. It describes its
interface with an APSI-based timeline-based planner, its con-
trol approaches, architecture and its modelling language as an
extension of APSI’s DDL. In addition, it introduces a modified
version of the classical blocks world toy planning problem which
has been extended in scope and with a runtime environment for
evaluation of integrated planning and executive engines.
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1. INTRODUCTION
Satellite system-level onboard autonomy is a measure of the
capability of a satellite to meet mission objectives without
ground support for a given period of time. Autonomy is
always a question of degree and applicable time period. Push
for more onboard autonomy is typically driven by either the
need to reduce operations costs, improve reactivity to sense
data such as to increase overall mission return, or guarantee
robust and safe operations in uncertain environments with
limited human supervision. In the last years, and much
due to the availability of very small and inexpensive satellite
platforms, there are more and more proposals for missions
involving multiple cooperating satellites. Onboard autonomy
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will play a decisive role in operating such new complex
missions.

Jónsson [1] classifies software technologies for autonomy
into four categories:

(1) Intelligent sensing, addresses the capabilities required
to derive, usually in real time, the state of the system and its
environment from sensed data.

(2) Planning, encompasses the capabilities required to ex-
pand high-level mission goals into sequence of actions (a
plan) while respecting system and environment constraints.

(3) Execution, responsible for putting a plan into practice.
An execution engine is responsible for the overall plan exe-
cution and monitoring while guaranteeing real-time response.

(4) Fault diagnosis and protection, or FDIR builds on
intelligent sensing and is concerned with failure detection,
identification and recovery. These are typically model-based
systems.

When it comes to satellite applications, the flagship mis-
sions for such technologies are still today the Remote Agent
Experiment (RAX) on Deep Space 1 (DS-1) [2] and the
Autonomous Sciencecraft Experiment (ASE) on Earth Ob-
serving 1 (EO-1) [3]. These two missions have pioneered and
proven the value of these technologies for space applications.
Lately, NASA has launched the IPEX CubeSat to validate new
technologies for onboard image processing and autonomous
operations [4]. System-level onboard autonomy at the level
of what has been done for DS-1 and EO-1 is still unmatched
to this day for single-satellite systems, and has never been
demonstrated for a multi-satellite mission. The TechSat-21
[5] and the Three Corner Satellite (3CS) [6] missions were
attempts at flying such technologies but never got the chance
for actual in-flight demonstration.

The complexity of the underlying models and the large num-
ber of possible inputs and outputs makes it very dificult to
test software for autonomy in all possible mission scenarios.
First-hand account of the challenges faced when testing the
RAX system are given, for example, in [2], [7], [8] and [9].
Despite the extensive testing in the end in-flight anomalies did
surface, highlighting key challenges in the areas of modelling
and testing. In particular, the need to:

(1) Move towards formal methods and model checking.

(2) Harmonize modelling languages and tools.

(3) Split modelling from reasoning.

Given the dificulty to reach an acceptable coverage using
empirical scenario-based testing, the introduction of formal
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methods and model checking promises to simplify the overall
verification and validation effort [8]. One of the in-flight
anomalies experienced with RAX had its root cause in a
subtle and undocumented difference in semantics between
the models used by the planning, execution and diagnosis
layers [8]. Use of different modelling languages and tools for
planning, execution and FDIR leads to an increase in testing
effort and increased probability of inconsistencies. There is a
need to harmonize planning and execution modelling and, in
particular, to bridge the discrepancies between the more de-
scriptive models used for planning and the more operational
models used for execution. The RAX experience also suggests
a clean split between modelling and reasoning, allowing to
place more effort on model building while reusing already
validated generic reasoning software, thus reducing the risks
associated with deploying autonomy software. Onboard
planning software, like the one deployed on RAX or ASE,
still rely heavily on domain-specific heuristics. Advent of
more powerful onboard computers starts to make it possible
to really explore domain-independent planning for onboard
applications. The same can be said for the execution and FDIR
engines. The goal of domain-independent planning and exe-
cution engines is to develop general approaches (algorithms
and models of action) that can be integrated with domain-
specific planning techniques and tools. They rely on abstract
models of time, values, resources, constraints and actions.
In-flight demonstration of domain-independent planning and
execution systems is, by maximising and promoting reuse
across domains, a critical step towards gaining the required
confidence to push more autonomy onboard future missions.

The remainder of this paper is organized as follows. We
start with a short summary of the motivation for this work
and introduce the NETSAT mission, its main objectives and
the requirements on the onboard autonomy system. We
then take a look at timeline-based planning, and we briefly
review the APSI AI planning and scheduling framework and
its modelling language DDL. We look at how a flexible
temporal plan is synthesised in the form of a time-flexible
timeline and the advantages it can bring to execution. We then
introduce our approach to executing time-flexible timelines
and describe the proposed controllers. We introduce the
executive architecture, the execution environment and the
underlying runtime data structures. Finally we present a new
toy problem for integrated planning and execution evaluation
based on the classical blocks world toy planning problem.

2. NETSAT
The NETSAT mission [10], under development at the Center
for Telematics (ZFT), has as primary objective to demonstrate
in orbit autonomous formation flying of four picosatellites. In
the process it will develop and test some key technologies in
the areas of inter-satellite communications, miniaturised orbit
and attitude control, formation control based on miniaturized
electrical propulsion systems [11] and onboard autonomy for
distributed satellite systems. NETSAT follows on the steps
of the percursor UWE picosatellite missions developed and
operated by the University of Würzburg. The underlying
modular satellite bus has already been tested in flight in the
scope of the UWE-3 mission [12]. In-flight demonstration of
such a four satellite formation at the picosatellite scale opens
the door to explore new types of applications in the areas of
geomagnetic gradiometry [13] or remote sensing based on
photogrammetric observations [14], for example.

Developing and operating a picosatellite mission is all about

resources and their management. As opposed to larger
platforms, where sub-systems tend to be oversized to cope
with wider flight envelops, picosatellite design and operations
is a constant struggle for resources, be it mass, volume,
communications bandwidth, electrical or processing power.
The other side of tight resources is poor performance. Low
downlink bandwidth means that less mission data can be
retrieved. Low power and small volume and mass impose
severe constraints on the sensors and actuators for attitude
determination and control. This in turn inevitably leads to
poor pointing performance. Similarly, low volume imposes
severe constraints on all sorts of optical and RF payloads
where focal length and/or aperture play decisive roles. On-
board autonomy will play, we think, a definitive role to prop-
erly manage the scarce onboard resources and boost overall
system performance. This in turn will increase the return of
single and multi-picosatellite missions and, hopefully, help
turning these systems into operationally useful platforms.

With NETSAT we aim at moving towards goal-based opera-
tions. Ideally the operator should be able to task and monitor
the formation as if it were a single system. The operator
defines the goals at the mission level, and leaves the details
of how to breakdown the goals into tasks and how to dis-
tribute the tasks among the satellites to the onboard autonomy
system. This places the operator in a new role, the one of
defining goals and of verifying whether or not they have been
achieved. Goal-based operations is not a new concept. The
Autonomous Exploration for Gathering Increased Science
(AEGIS) software on the Mars Exploration Rover Opportunity
[15] and on the Mars Science Laboratory Curiosity [16],
and the ASE on EO-1 [3] are examples of actual operational
systems. These systems managed to increase the mission sci-
ence return by carrying out observations in an opportunistic
fashion while reducing the need for humans in the loop. For
NETSAT the main driver is the need to reduce the burden on
the operations team an on the ground infrastructure, and to
cope with the limited communication windows. We hope
at the same time to increase overall mission reliability by
autonomously using the inherent redundancy provided by
having a formation. Additionally, and being this a research
project, we are interested in studying and understanding how
to make the jump from single to multi-satellite autonomy.

On NETSAT we make a clear split between planning and
execution. Contrary to other solutions that make use of local
continuous planning repair approaches, like ASE’s CASPER
[17] or VAMOS on BIROS [18], we need to use a batch
planner if we really want to go towards fully goal-based
autonomous operations. Our planner is based on ESA’s
APSI framework [19] and runs on an ARM-based processor.
On the other hand, the executive must be able to run on a
microcontroller (TI MSP430 or similar) on the primary on-
board computer. To save power the ARM-based processor
will be switched off when not required. Additionally, this
split is also driven by the requirement that it must be possible
to incrementally introduce autonomy on board. To allow for
gradual deployment and testing of the autonomy functions
on board we foresee three levels of autonomy, summarised
in Table 1. Starting with fully manual operations and no
formation trajectory control (A1); with then move into a
semi-autonomous mode (A2), where the goal-based planning
is kept on ground, and the plans are uploaded to the executive
for execution. Finally, and with A3, we move the planning on
board. At this stage mission operations should be fully goal-
based, and the operator’s role should be limited to defining
goals and monitoring whether or not they have been achieved.
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Table 1. NETSAT autonomy levels.

Level Operations Description
A1 Fully manual, com-

pletely under ground
control.

Ground builds and up-
links TC sequences.
No formation control.

A2 Semi-autonomous,
ground defines goals
and monitors plan
execution.

Plan built on the
ground and uplinked to
the onboard executive.
Formation control
planned on the ground.

A3 Fully autonomous,
ground defines
and monitors goal
execution.

Operator defines,
uplinks and monitors
goal execution. Fully
autonomous formation
control.

In addition, it should be possible for the operator to:

(1) Have a complete overview of the onboard reasoning and
execution processes.

(2) In case a goal has not been achieved, trace down the
culprit system, sub-system or event.

(3) Reattempt to execute a failed goal.

In the next sections we focus on planning and execution for
a single satellite system. Extension for the NETSAT multi-
satellite system domain is still work in progress.

3. PLANNING FOR TIME FLEXIBILITY
Timeline-based planning is an approach to temporal planning
which has been applied to the solution of several space
planning problems – e.g., [20], [21], [22], [23], [24], [25].
This approach pursues the general idea that planning and
scheduling for controlling complex physical systems consist
in the synthesis of a set of desired temporal behaviours,
named timelines, for system features that vary over time.

One of the reasons for the use of this type of planning in space
problems is the capability to enable, in a flexible way, the
integration of planning and scheduling tasks. Moreover, var-
ious software development environments exist for rapid pro-
totyping, test and synthesis of new planning and scheduling
applications based on timeline planning (EUROPA [26], AS-
PEN [27]). ESA concurs in this area of advanced research by
promoting the development of APSI [19] (Advanced Planning
and Scheduling Initiative) and APSI-related activities [28], its
use for on-board autonomy with GOAC [29] (Goal Oriented
Autonomous Controller) and its application on teleoperations
[30].

A plan in this approach is constituted by a set of timelines.
A timeline is a sequence of values, a set of ordered transition
points between the values and a set of distance constraints
between transition points. When the transition points are
bounded by the planning process (lower and upper bounds
are given for them) instead of being exactly specified, as it
happens in case of a least commitment solving approach for
instance, we refer to the timeline as time flexible and to the
plan resulting from a set of flexible timeline as a flexible plan.

Modeling

The APSI Framework makes available two modelling prim-
itives to specify the planning domain: state variables and
resources.

State variables represent components that can take sequences
of symbolic states subject to various (possibly temporal)
transition constraints. This primitive allows the definition
of timed automata. Here the automaton represents the con-
straints that specify the logical and temporal allowed transi-
tions of a timeline. A timeline for a state variable is valid if
it represents a timed word accepted by the automaton. The
timed automaton (or in the APSI case, the state variable) is a
very powerful modeling primitive, widely studied [31], and
for which different algorithms exist to find valid timelines.

Resources are used to model any physical or virtual entity of
limited availability, such that its profile represents its avail-
ability over time whereas a decision on the resource models
a quantitative use/production/consumption of the resource
over a time interval. Three types of resources are currently
available in the APSI Framework: reusable resources abstract
any real subsystem with a limited capacity, where an activity
uses a quantity of resource during a limited interval and
then releases it at the end. Consumable resources abstract
any subsystem with a minimum capacity and a maximum
capacity, where consumptions and productions consume and
restore a quantity of the resource in specific time instants.
The third type of resources is the linear reservoir resource.
This resource does not have a stepwise constant profile of
consumption like reusable and consumable ones, but the
activities specify the amount of production/consumption per
time, namely slope, resulting in a profile of resource that is
linear in time. As a consequence the amount of resource
available at each transition of the timeline depends on the
duration of the time intervals over which this production
or consumption has been performed (conversely with the
other types of resource where the profile of the resource
availability at each transition depends only on when and
how much is produced/consumed and not on the duration of
the production/consumption). This in turn induces the need
for integrated reasoning on time and data to guarantee the
flexibility of the generated plan/schedule.

In timeline-based modeling the physical and technical con-
straints that influence the interaction of the sub-systems
(modeled either as state variables or resources) are repre-
sented by temporal and logical synchronizations among the
values taken by the automata and/or resource allocations on
the timelines. Conceptually these constructs define valid
schema of values allowed on timelines and link the values
of the timelines with resource allocations. In particular they
allow the definition of Allen’s relations, like quantitative tem-
poral relations among time points and time intervals as well as
constraints on the parameters of the related values [32]. From
a planning perspective, the synchronizations define the cause-
effect relationships among the states of the system modelled,
describing how a given status can be achieved. As an example
to clarify the concept, let us present an excerpt from a simple
logistic domain.

Lets suppose a UAV with the task of moving goods in a
warehouse (the domain use case described in Section 6).
In order to model the UAV the following two subsystems
are considered: the mobility system MS and a battery BAT.
In the model, we assume the UAV is able to move goods
between two points in space. Hence the mobility system
can be modelled as a state variable taking the following
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values: TRANSPORT(?b, ?x, ?y, ?z) when the UAV is moving
a block ?b to a point 〈x, y, z〉 in space and WAIT(?x, ?y, ?z)
when the UAV is standing in 〈x, y, z〉. In addition to that,
since we model the battery consumption of the UAV, we
need a status RECHARGE(?x, ?y, ?z) that models the UAV
standing in a charging station (in this case 〈x, y, z〉 are the
spatial coordinates of a battery charging station). A transition
TRANSPORT(?b, ?x, ?y, ?z) → WAIT(?x, ?y, ?z) denotes a
successful move of a block b to 〈x, y, z〉, and a transition
WAIT(?x, ?y, ?z) → TRANSPORT(?b′, ?x′, ?y′, ?y′) denotes
the UAV starting to move a block b′ from a point 〈x, y, z〉 to
a point 〈x′, y′, z′〉. From both states it is possible for the UAV
to fly to a recharging station. Hence we have also transitions
from TRANSPORT and WAIT to RECHARGE and back.

The battery is modelled as a reservoir resource with a min-
imum charging value. When an UAV is moving a block,
it is supposed to consume the battery. We assume the
consumption depends only on the time the UAV takes to move
from one point to the other (4 units per second). Besides that,
also when it is waiting it consumes battery, less than when it
is moving (1 unit per second) but still needs to be operational.
On the contrary, when an UAV is standing in a recharging
station, it restores its battery (of 10 units per second), hence
the resource is being produced instead of consumed.

This mix of causal and temporal relationships among the
operations can be stated with the following synchronization:

SYNCHRONIZE ms .{ uav0} {

VALUE T r a n s p o r t ( ? b , ? x , ? y , ? z )
{

r1 b a t . uav0 . ACTIVITY(−4.0) ;
EQUALS r1 ;

}

VALUE Wait ( ? x , ? y , ? z )
{

r1 b a t . uav0 . ACTIVITY(−1.0) ;
EQUALS r1 ;

}

VALUE Recharge ( ? x , ? y , ? z )
{

r1 b a t . uav0 . ACTIVITY ( 1 0 . 0 ) ;
EQUALS r1 ;

}

}

Problem solving

In the APSI framework, an application, being a generic
planner and/or scheduler or a domain specific deployed ap-
plication is designed as a collection of solvers. Based on
the constraint-based paradigm, the search space of an APSI
solver is made of planning and scheduling statements on
timelines and temporal and data relations among them. An
application solves a conceptually more complex problem,
like a planning problem for instance, or a global resource
optimization problem. The main difference between a solver
and an application consists in the fact that a solver searches
in the space of decisions and constraints, while an application
searches in the space of solvers solutions.

In this scenario we have used the PLASMA (PLAn Space
Multi-solver Application) planner. It is made of a collection
of solvers, activated on a flaw detection base: when a flaw is
detected on a timeline, the planner activates an available list
of solvers that can try to fix the problem.

PLASMA incorporates the principles of Partial Order Planning
(POP, [33]), like a plan-space search space and the least
commitment approach. Starting from an initial partial plan
only made of partially specified timelines and goals to be
achieved, the planner iteratively refines it into a final plan that
is compliant with all the requirements expressed by the goals.
The PLASMA planner is grounded on different solvers to solve
various flaws during the planning process:

• Partial Order Scheduler. It supports the scheduling pro-
cess resulting from planning to guarantee temporal flexibility
to the plan. Partial Order Schedules [34] support the planning
process and guarantee temporal flexibility to the plan and
schedule (necessary for execution). While the POS concept1
was originally introduced to cope with uncertainty and pro-
vide robust solutions, a similar need is present when consid-
ering an integrated planning and scheduling approach where
iteratively a planner and a scheduler are called to modify a
shared representation. In fact, the schedule produced should
be able to accommodate possible changes introduced by the
planner preserving sufficient flexibility.

• Resource Production Allocator. It makes sure that linear
resources can be adequately managed by avoiding any over-
consumption. The task of the Resource Production Alloca-
tor is to identify those time-windows, among the available
ones, which can be used to compensate the different over-
consumption on the different linear resources, that is, to
produce resource availability.

• MaxFlow Resource Profile Bounder. Its task consists in
bounding position and duration of a set of activities which
assures that all the resource constraints and/or requirements
are consistent.

4. EXECUTING TIME FLEXIBLE PLANS
The executive is the layer of software responsible for putting
a plan into practice. While planing addresses the ”what”
and ”when”, the executive defines the ”how”. The executive
has to execute the plan in a dynamic environment, typically
with hard time constraints and some level of uncertainty.
Uncertainty at execution time can usually be attributed to
either:

(a) Incomplete domain modelling, when for example an
activity takes longer or a resource is consumed faster than
anticipated.

(b) Unexpected changes to the domain, including for ex-
ample failures in the system and unexpected changes to the
environment in which the system operates.

As planning, and in particular batch planning, is a com-
putationally expensive process, the executive should try to
explore the inherent flexibility of the plan to minimize the
need for replanning. Two properties are typically desired in
an executive [35]:

(a) Robustness.

(b) Effectiveness.

1It is worth recalling the POS is a set of activities partially ordered such that
any possible complete order that is consistent with the initial partial order, is
a resource and time feasible schedule. Therefore the planner, when moving
inside the space identified by POS, will have the possibility of modifying the
temporal allocation preserving the feasibility of the overall solution.
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Figure 1. Flexible system timeline as a discrete event system with temporal constraints.

Robustness reflects the ability to manage uncertainty such
as to control the plan to the desired state in the presence
of perturbations. A perturbation, in this context, is any
deviation to the initially modelled domain or problem. To
be robust a plan must be flexible, in that it must encompass
a set of possible alternative behaviours. This is provided
by the inherent time flexibility in the plan. To be effective
an executive should only have to process constraints in the
vicinity of the current execution step. That is, we don’t want
the executive to have to propagate, at runtime, over the full
set of constraints to decide which action to take next, as this
could introduce considerable delays in execution.

Approach

The problem of executing a plan in the form of a time-flexible
timeline can be seen as the one of controlling a Discrete Event
System (DES) with time constraints. A DES is a system with
piecewise constant state trajectories [36]. State transitions in
our case are places in the plan trajectory of the system where
at least one of the timelines changes its value. The role of
the executive, or controller, is then to achieve a state and
maintain it between transitions while respecting the temporal
constraints (Figure 1).

As depicted in Figure 2, we split the problem of controlling
such a system in two:

(1) Control the state of the system, guaranteeing that all
timelines achieve the required state at the required time. This
is implemented by the system controller.

(2) Control the state of a component, by guiding its be-
haviour to match the one of the corresponding timeline. This
is implemented by the component controller.

Observers provide an estimate of the state of the system or of
a given component from acquired telemetry.

Splitting the concerns between system and component-level
controllers rather than following a centralised approach is
mainly driven by two factors. First, the need to simplify
the implementation and reduce the memory footprint, as
later detailed in Section 5. Second, the possibilities such
an approach offers to distribute the actual deployment and
execution of the individual component controllers across the
satellite sub-systems, or even across different satellites. This
split, however, introduces a problem. Full knowledge about
the domain is only held by the system controller. Knowledge
within a component controller is local, in that it is limited to
the component it controls. This implies that we need to define

clear boundaries within which the component controller can
operate, such as to guarantee that the decisions it takes do
not interfere with the other timelines being controlled. To
guarantee that the plan remains sound we must make sure that
the component controller can only cross states that are either
not synchronised at all to any other states of the timelines
being controlled or, if synchronised, are only synchronised
to a state currently being controlled for. In other words, the
component controller cannot cross states that would move
the other timelines away from their target states. This is
addressed by, at each transition and for each component
controller, introducing a set of forbidden states that cannot
be traversed by the local component controller.

More formally, we define a flexible temporal plan by the
tuple:

FP = (o, h, SC,CC, TN)

where:

• o is the plan origin.

• h is the plan horizon.

• SC is the set of System Controllers, with one controller per
transition SC = {sc0, ..., scn−1} where n is the total number
of transitions.

• CC is the set of Component Controllers CC =
{cc0, ..., cck−1} with one controller per component type,
where k is the number of different component types.

• TN is the temporal network.

The temporal network TN is encoded as a fully connected dis-
tance graph TN = (V,E) with vertices V = {v0, ..., vn−1}
and edges E = {e0, ..., em} where n is the total number
of domain transitions. For a fully connected distance graph
m = n(n − 1). The temporal network holds the minimum
and maximum temporal bounds between transitions.

System controller

A System Controller (SC) is responsible for monitoring and
controlling the state of the whole system by guaranteeing
that all timelines reach and maintain the required state while
respecting the temporal constraints. A SC continuously mon-
itors the state of all timelines and triggers the execution of the
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Figure 2. Goal-based planning and execution.

corresponding Component Controller (CC) if the state of the
timeline deviates from the expected.

The system control procedure, presented as Controller 1,
shows the control logic to achieve and maintain a target
domain state St for the domain transition Ti, where:

• TL is the set of n timelines being controlled.

• St is the target system state for domain transition Ti as
the set of n target timeline states. One per timeline being
controlled.

• SF is the set of forbidden states for each of the n timelines.
This is an empty set if there are no synchronisations between
the timelines being controlled.

• PRECOND is a sub-procedure that checks that all pre-
conditions are met before starting the execution.

• MAIN is the sub-procedure that implements the actual
logic that controls the system timeline.

• EXIT used as exit point for the controller. Implements
some clean-up functions and error checking.

• elt, lb and ub are the current plan’s execution elapsed
time and the controller’s execution lower and upper temporal
bounds, respectively.

The controller starts by running the PRECOND sub-procedure
that checks the temporal constraints and that the previous
controller has achieved the required state. Once both con-
ditions are met, declares itself as the active controller and
moves to the MAIN sub-procedure. This forces the previously
running system controller to stop and exit. Given that only
one system state is valid at any time, only one MAIN sub-
procedure can be active at any given time. This approach
makes it possible to launch several system controllers in par-
allel while guaranteeing that only one has control authority.
This is required since due to the temporal flexibility in the
plan, the temporal bounds of the transitions will partially
overlap. The controller will then enter a loop that controls the
timelines tlj to their target state sj by starting the correspond-
ing component controller CCj . The set of forbidden states

SF
j and the execution upper bound ub are passed down to

the component controller. SF
j identifies the set of states that

the controller must avoid while controlling towards sj . ub is
used as an execution deadline for the component controllers.
Once the target domain state is achieved for the first time,
the lower and upper temporal bounds for this transition are
updated with the current execution elapsed time. The tem-
poral network is then propagated. Note that after reaching
St for the first time, and for as long as it remains active, the
controller will continuously try to steer the system towards
St. The temporal network, however, is only updated the first
time St is reached.

Component controller

A Component Controller (CC) is responsible for monitoring
and controlling the behaviour of a particular component type,
as defined by the corresponding timeline. Several timelines
can share the same controller. A CC can be defined as either:

• A Weighted Finite State Automaton (WFSA).

• A user-defined script.

The states modelled by a component controller are a superset
of the states allowed by the corresponding component model
used by the planner. Extra states can be added such as to
monitor and control failure scenarios and unexpected states,
making the state of the component fully observable. This in-
herently provides the capability to model failure identification
and recovery mechanisms together with nominal behaviour.
The option to specify a controller using a user-define script is
there to allow to model controllers whose behaviour cannot
be encoded as a WFSA. This is typically the case for many
domain-specific controllers like an attitude controller in a
satellite. This type of controllers will not be discussed further
in this contribution.

The component control procedure, presented as Controller
2, shows the control logic to achieve and maintain an input
target state st, where:

• st is the target state towards which the component must be
controlled.
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Controller 1 System controller for transition Ti

1: procedure SCi
2: TL← {tl0, ..., tln−1}i
3: St ← {s0, ..., sn−1}i
4: SF ← {{SF

l , ..., SF
m}0, ..., {SF

l , ..., SF
m}n−1}i

5: procedure PRECOND
6: while elt < lb do
7: sleep for ∆t
8: end while
9: while elt < ub and state Ti−1 6= achieved do
10: sleep for ∆t
11: end while
12: if elp ≥ ub then
13: return error
14: end if
15: set SCi as the active controller
16: end procedure

17: procedure MAIN
18: while elp < ub and active controller = SCi do
19: for j ← 0, n do
20: if current state of tlj 6= sj then
21: (result)← CCj(sj , S

F
j , ub)

22: end if
23: end for
24: if current system state = St then
25: state← achieved
26: if temporal network not yet updated then
27: lb← elt
28: ub← elt
29: propagate the temporal network
30: end if
31: else
32: state← not achieved
33: end if
34: end while
35: end procedure

36: procedure EXIT
37: clean up execution context
38: if active controller = SCi then
39: return error
40: else
41: return success
42: end if
43: end procedure

44: end procedure

• SF is the set of forbidden states that must be avoided while
controlling the component towards st.

• ub is the temporal upper bound within which the controller
has to achieve st.

• S is the set of all defined states for this component.

• Tw is the set of weighted transitions or edges between
states. An edge is any combination of temporal and value
guards and actions.

The controller starts by updating its state transition matrix
to account for the forbidden states. It then evaluates the
current state and derives the next step m in the control from
the current state sc, the target state st and the available time

Controller 2 Component controller for component j

1: Input: target state st, the set of forbidden states SF , the
deadline or temporal upper bound ub to reach st, and
some optional controller-specific arguments a

2: procedure CCj(st, SF , d, [a])
3: M ← {{S − SF }, Tw}
4: evaluate current component state sc
5: compute next step m
6: while m ∈M and sc 6= st do
7: if m ∈ Tw then
8: (result,∆t)← execute m
9: if result = success then
10: p← 1
11: sleep for ∆t
12: else
13: p← penalty
14: end if
15: mw ← mw + p
16: end if
17: evaluate current component state sc
18: compute next step m
19: end while
20: if sc = st then
21: return result
22: else
23: return error
24: end if
25: end procedure

for execution, given by the difference between the deadline
and the current elapsed time (ub − elt). The next step is
either an edge that must be executed or an intermediate state
that must be traversed. If the state is not reachable or is not
reachable within the available time, m is set to a value such
that m /∈ M , and the procedure exists with an error. The
controller will loop until it reaches the target state or exits
with an error condition if the desired state is not reachable.
Every time an edge is run it increments its weight mw and
returns a delay ∆t. The weight is incremented by one on
success, or by a penalty value if the execution exited with
an error. Weights are introduced to avoid that unsuccessful
paths are repeated. By default the weights for all edges are
initially set to one. The default weights can be overwritten
by the user in the model such as to give priority to some
paths over others. This could be used to make sure, for
example, that the controller always tries the nominal path
before attempting a recovery solution. Once the controller
exists, either nominally or with a failure, the weights are
reset to their initial values. The sleep is introduced to allow
the system to settle before checking the state again. This
allows us to account for all the delays between executing
the transition and the corresponding state being updated in
telemetry. Each edge can define its own expected delay.

Temporal knowledge

The plan’s temporal information is encoded as a Simple
Temporal Network (STN) formulated as a distance graph. The
vertices correspond to the (temporal) events and the edges
to the temporal constraints between events. The edges are
labeled with the lower (lb) and upper (ub) temporal bounds
for the duration constraint between events [37]. At runtime
the network must be checked for consistency to ensure the
plan’s consistency. The STN is full path consistent as long as
the distance graph does not contain negative cycles. Once a
transition is confirmed, the corresponding lower and upper
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bounds in the STN are updated with the actual execution
time. The STN is then propagated to adjust the temporal
constraints of future events accordingly, while maintaining
a consistent network. If, after a propagation, the network is
found inconsistent the plan is considered failed, triggering a
replan. If the STN is consistent than it is guaranteed that it
is possible to pick any time point within the allowed time
range for an event, and still find valid times for all other
events such that the plan is consistent [38]. We use the Floyd-
Warshall (FW) all pairs shortest path algorithm for constraint
propagation and to verify consistency [39], as every all pairs
shortest path network is dispatchable [38]. This makes
it, though, the largest dispatchable network, which is not
optimal for execution if the number of vertices and edges is
large [35]. Depending on the size of the network, propagation
can be resource and time consuming and introduce latencies
in the execution. More optimised solutions using a minimal
dispatchable STN have been proposed by Muscettola [38] and
Tsamardinos [35]. One advantage of fully propagating the
network is that it allows us to detect, as early as possible, if
and which temporal constraint will be violated. From this we
can derived which goal, or goals, will be affected and trigger
a replanning as soon as possible.

5. TEX EXECUTIVE
The Tiny Executive (TEX) introduced in this section is an
implementation of the controllers and control approach de-
scribed in Section 4. TEX aims at maximising decoupling
between the domain and the underlying engines and algo-
rithms, towards a domain-independent executive. The full
control logic is modelled in the Tinytus Executive Language
(TEL), an extension to the DDL language used on APSI, and
the controllers synthesised automatically at runtime. TEL
provides already a large set of primitives that allow to model
relatively complex behaviours.

Requirements and architecture

Much of the design and implementation requirements on
the executive are driven by the fact that it must run on an
MCU on the main on-board computer on a pico-satellite,
with very limited memory and processing. The key driving
requirements for the TEX design and implementation are:

• The executive shall be quickly reprogrammable with mini-
mum modifications to the underlying system.

• It shall be possible to run the executive on a 16 or 32 bit
microcontroller (MCU).

• The executive shall minimise its RAM footprint (down to a
couple of KiByte).

• The executive shall have deterministic memory consump-
tion at runtime.

• The operator, and the system, shall be able to monitor and
control the execution of the controllers: start, stop, pause.

• As much of the code as possible shall run in a sandbox-like
environment.

• It shall be written in C.

Figure 3 depicts the main components and interfaces.

The executive manager oversees the overall execution, inter-

faces with the planner to receive new plans and report the
execution status, and interfaces with the onboard storage to
store newly received plans and to load controllers as required.

A shared database is used to share runtime information
among all running controllers and the executive manager.
Such information includes the current plan origin and hori-
zon, the current execution elapsed time, the current active
transition and the status of the current system state (achieved
/ not achieved). The database is also used to post and monitor
event messages, if any, that need to be passed between
controllers.

The system and component controllers run on the Tinytus
script engine. The controllers run in a sandbox environment
and interact with the underlying system by issuing commands
and monitoring telemetry.

The temporal network holds the plan temporal information.
The controllers use the network to retrieve the lower and
upper temporal bounds for their transitions, and to update
the temporal network with the actual transition time once it
occurs.

Tinytus script language and interpreter

Tinytus is a script language and interpreter for embedded
systems that provides an onboard sandbox environment for
safe software execution [40]. The language and onboard
interpreter were developed at the University of Würzburg
following the experience gained with the operations of the
UWE-3 picosatellite. UWE-3 was launched in 2013 and is the
third from the University of Würzburg Experimental (UWE)
satellite program. To update the onboard software (OBSW) of
a flying mission is always a critical procedure. In addition,
the low uplink bandwidth of the radio-amateur transceiver
flying on UWE-3, and typical of most picosatellites, makes
modifications to the OBSW cumbersome and time consuming.
Given the educational nature of the UWE-3 project, it was
important to give the opportunity to researchers and students
to experiment with new software. It was, however, essential
that these new updates could be developed and uplinked
fast, and with no need for a full system regression test.
Most importantly, the new software should be allowed to
fail without compromising the rest of the system. The final
goal was to provide an in-orbit sandbox-like environment to
allow to easily test and quickly iterate on new experimental
software, or using Tom Peters’ famous quote test fast, fail
fast, adjust fast. The Tinytus interpreter has been running on
the TI MSP430 16 bit MCU onboard UWE-3 since June 2014.
It is still today extensively used to test, among other things,
new attitude control algorithms.

The Tinytus script language uses Polish prefix notation and
offers the basic constructs and expressiveness typical of im-
perative programming language. This includes: (a) arithmetic
and logic operations; (b) flow control primitives; (c) declara-
tion, access and casting of numerical variables and arrays;
(d) function calls. In addition Tinytus gives the possibility
to define a set of external system functions in C that can
be invoked from within the script. This makes it possible
for the script logic to interact with the underlying platform
to dispatch commands, monitor telemetry or launch another
script, for example. A Tinytus script must first be compiled
into byte-code. The byte-code is then transferred to the target
system, loaded on the Tinytus interpreter and executed. More
than one scripts can be executed in parallel. The only limit is
the RAM availability. The usage of an intermediate byte-code
representation, makes the interpreter simpler to implement
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Figure 3. TEX executive main components and interfaces.

and with a much smaller footprint. This is particularly
relevant as Tinytus targets embedded systems with severe
limitations on computing power and available memory. A
script can be started, stopped, paused and resumed at a
later time by the operator. This is possible since Tinytus
implements dedicated stack memories for each of the scripts.
This has the added advantage that any memory access can
be pre-validated by the interpreter. The system functions and
memory areas that can be accessed from within the script are
limited and controlled by the interpreter. Information such
as the script execution status (running, paused, finished), the
current execution step or any error code returned by the script
are also available to the operator during execution [40].

Tinytus executive language

The Tinytus Executive Language, or TEL, extends the APSI
DDL language with executive grammar. TEL is our first
attempt at harmonizing planning and execution modelling.
TEL builds on the constructs provided by DDL and the Tinytus
script language, providing the added capability to model:

• Component controllers.

• System controllers.

• Observers.

• Actions.

• Telemetry checks.

• Telecommands.

• Guards.

• Expressions.

A component controller, introduced in Section 4, is modelled
as a Weighted Finite State Automaton. The automaton
encodes the monitoring and control logic needed on board
to move a component between states. The user defines: (a)
the input parameters; (b) a set of allowed states (values)

with the corresponding expressions allowing to evaluate the
current component state (the automaton is in a given state
if the corresponding expression evaluates to true); (c) a set
of transitions with the corresponding edges. An edge is any
combination of actions and guards that tells the controller
how to move between states. The values and transitions are
a superset of the ones used by the planner. An additional
Unknown state is usually added to the original model used by
the planner as a catch all for any behaviour that is inconsistent
with all known/modelled behaviour. Other states to handle
non-nominal behaviour could also be defined. Coming back
to the domain already introduced in Section 3, and further
detailed in Section 6, a simple controller for the UAV grip
could be described like:

CONTROLLER COMPONENT TIMELINE ArmGrip.<uav0> {

PARAMETERS
{

t a r g e t : U8 ;
}

VALUES
{

Open ( ) : G r i p S t a t u s ( ) == 0 ;
Close ( ) : G r i p S t a t u s ( ) == 1 ;
Unknown ( ) : G r i p S t a t u s ( ) != 0 &&

G r i p S t a t u s ( ) != 1 ;
}

TRANSITIONS
{

Open ( ) TO Close ( ) : C l o s e G r i p ( ) ;
C lose ( ) TO Open ( ) : OpenGrip ( ) ;
Unknown ( ) TO Close ( ) : C l o s e G r i p ( ) ;

}

}

A system controller, introduced in Section 4, is simply a list
of all the timelines that need to be actively monitored and
controlled. For the UAV case this would be its position and
the status of the grip used to move the goods:

CONTROLLER SYSTEM TIMELINE {

VALUES
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{
P o s i t i o n .<uav0>;
ArmGrip.<uav0>;

}

}

A state observer provides an estimate of the state of the com-
ponent or system. An observer is any valid expression and
wraps the logic required to derive the state of a component
from telemetry. In its simplest form an observer simply wraps
a telemetry check:

OBSERVER U8 G r i p S t a t u s ( ) {

tm ( GRIP STATUS ) ;

}

OBSERVER FLT P o s i t i o n E r r o r ( x , y , z ) {

s q r t ( ( tm ( POSITION X ) − x ) ˆ2 +
( tm ( POSITION Y ) − y ) ˆ2 +
( tm ( POSITION Z ) − z ) ˆ 2 ) ;

}

An action implements a control directive. It is any valid
expression and wraps the logic required to implement the
control directive in the target system. In its simplest form
an action simply wraps a telecommand:

ACTION OpenGrip ( ) {

t c ( GRIP GOTO ( 0 ) ) ;

}

A telemetry check allows a user to retrieve telemetry values
from within the model. This could be used within an expres-
sion to check the value of a parameter, or within a guard to
implement a value constraint:

tm ( GRIP STATUS ) ;

A telecommand allows the user to invoke a telecommand on
the target system from within the model:

t c ( GRIP GOTO ( 0 ) ) ;

A guard is used to model temporal and value guard con-
ditions. Guards are used to dynamically enable or disable
actions in a transition:

[AT == [ 1 0 , 5 0 ] ] ;
[ tm ( GRIP STATUS ) == 0 ] ;

Expressions are any combination of arithmetic and logical
expressions and can include observers, telemetry checks,
actions and telecommands:

s q r t ( ( tm ( POSITION X ) − x ) ˆ2 +
( tm ( POSITION Y ) − y ) ˆ2 +
( tm ( POSITION Z ) − z ) ˆ 2 ) ;

6. WAREHOUSE DOMAIN
Toy-problems have a along tradition in the planning literature.
They have since long been used by the community to study
particular types of reasoning in an abstract and controlled

domain, as well as to evaluate and benchmark new general-
purpose planning algorithms. Famous examples include the
Travelling Salesman Problem (TSP) [41], the N-Queens [42]
and the Blocks World (BW) [43]. Many other problems
have been put forward by the community in forums such
as the Competition of Distributed and Multiagent Planners
(CODMAP) [44]. Such domains are typically of little prac-
tical interest and, at best, very simplified versions of real-
life problems. They are purposely designed to abstract and
study particular features relevant for more realistic scenarios.
While toy problems for planning have already a long history,
formulation and implementation of problems that combine
both planning and execution are not common. Given the
tight relation between planning and execution, and given
that integration of planning and execution is still today a
crucial issue in real applications, we were prompt to develop
a problem, and corresponding environment, that would allow
us to evaluate, in an integrated way, planning and execution
engines. In our case, the use of a toy problem serves mainly
two purposes:

(1) It forces the development of domain-independent plan-
ning and executive engines without falling into domain-
specific simplifications.

(2) It allows to evaluate, separately, how key domain fea-
tures, like time and resources, affect the overall planning and
execution.

We take the Blocks World problem as the basis to devise a
more realistic domain that, while maintaining most of BW’s
original features, extends it with new ones relevant for our
robotics domain. BW is among the most famous planning
domains, and it is usually seen as the ”Hello World” in
planning. In its original formulation the domain comprises a
finite number of blocks arranged in stacks on an infinite table.
The problem consists in deriving the sequence of actions that
takes the blocks from an initial configuration to a final goal
configuration [43].

The rest of this section presents our Warehouse domain as
an extension of the BW problem. This new implementation
is intended for the development and evaluation of domain-
independent planning and execution engines.

Domain and problem definition

The Warehouse domain extends the original BW problem
with:

• Time.

• Resources.

• Uncertainty at runtime.

The domain, depicted in Figure 4, is composed of one ware-
house of finite dimensions containing:

• One storage area S = {s}

• One loading dock D = {d}

• One Unmanned Automated Vehicle U = {u}

• One charging station C = {c}

• A number n of blocks of the same shape and size: B =
{b0, b1, . . . , bn−1}
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Figure 4. Warehouse planning domain, showing the
storage area (S), the loading dock (D), the UAV (U) , the

charging station (C) and the stacks of blocks (B).

The warehouse storage area has pre-defined finite dimen-
sions, constraining the maximum number of blocks that can
be placed on the floor and the maximum number of blocks
that can be stacked. A UAV is used to move the blocks from
the storage area to the loading dock, for posterior loading for
distribution. The UAV has a battery of limited capacity and
an arm with a grip to pickup blocks. The battery depletes
as the UAV moves and picks up blocks. The warehouse has
a charging station used by the UAV to recharge its battery.
Finally, the warehouse has in store a number n of blocks up
to a maximum number limited by the warehouse dimensions
disposed in an initial configuration. Each block is identified
by a tag from the finite set B = {b0, b1, . . . , bn−1}.

The task at hand involves moving a given set of blocks from
the storage area to the loading dock for transport within a
given time window. As they arrive in the warehouse the
blocks are first placed in the storage area. The blocks must
then be moved to the loading dock and arranged in a specific
configuration such as to facilitate their posterior loading and
delivery. The initial number of blocks, their starting and
final positions as well as the time window allotted to move
the blocks are given by the initial problem. The UAV initial
position and battery state-of-charge (SoC) are also set at the
start.

On the execution side, we extend the initial domain to allow
to inject the following perturbations at runtime:

(a) Add or remove a block.

(b) Move a block to a different position.

(c) Switch the tag between two blocks.

(d) Modify the battery charge or discharge rates.

By adding and removing blocks we can simulate scenarios
where activities are added or removed as a plan is being
executed. We can evaluate, among other things, how the
executive handles changes to the plan, how it interfaces with
the planner and replanning algorithms. By moving a block
from its initial position we introduce delays in execution and
unplanned battery depletion. As the blocks are placed in
the loading dock they are checked to verify that the correct
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Figure 5. Warehouse planning and execution domain,
showing the four types of perturbations that can be

injected at runtime.

block has been collected and that it has been put in the
correct place for loading. By switching the tags on the blocks
we can simulate scenarios where the outcome of an action
is not as intended. By modifying the battery charge and
discharge rates we can simulate scenarios where resources are
not consumed or produced as modelled.

To be noted that since the UAV path planning is out of scope
for our application, we settled for a very simplified, though
representative, solution for the path planning problem: (i)
move upwards above the highest block in the warehouse; (ii)
move straight along the line of sight to the target horizontal
position while maintaining the same height; (iii) once at the
target position move downwards to the target height.

A similar domain, but limited to planning and using grunts
with no battery resources to manipulate the blocks has been
introduced by Hamilton in [45].

Unity-based environment

The environment was implemented using the Unity game
engine [46], very popular among game developers. The sce-
nario is implemented in C# and interfaces with the executive
through a UDP/IP socket.

The environment provides de following telemetry in real-time
to the executive:

• Simulation time.

• UAV battery state-of-charge.

• UAV position and grip status.

• Current position of each of the blocks.

• The assigned tag for each of the blocks.

The executive can control the UAV and its grip using the
following commands:

• go-to(x,y,z) to command the UAV to move from its current
position to a new position given by the coordinates (x,y,z).
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Figure 6. Planning and execution setup with the Unity-based environment.

Figure 7. Unity-based environment showing the blocks
and the UAV in their initial configuration.

• grip-open() to open the UAV arm grip such as to release a
block.

• grip-close() to close the UAV arm grip such as to pickup a
block.

Figure 7 and Figure 8 show two screenshots of the warehouse
at the start and at end of a simulation, respectively.

7. ONGOING AND FUTURE WORK
Current and planned work to extend the planner, executive
and evaluation environment includes:

• Extend the planner and executive implementations for
multi-satellite systems.

• Extend the warehouse Unity-based environment to support
scenarios involving multiple UAVs.

• Introduce a fitness function to evaluate planning-execution
performance. Fitness will be based on: total battery usage,
total distance travelled and total time required.

• Port the warehouse Unity-based environment to OpenAI
Gym [47]. Several toolkits have been recently introduced
targeting the development and benchmarking of Reinforce-
ment Learning (RL) algorithms. Among the most popular we

Figure 8. Unity-based environment showing the blocks
in their final configuration in the loading dock ready for

load and transport.

count OpenAI Gym [48] from OpenAI and Project Malmo
[49] from Microsoft. Extensions to OpenAI have already
been developed that allow simulation of more realistic robotic
domains and integration with robotic hardware [50]. Porting
the current Unity-based environment to OpenAI will facilitate
future development and integration of RL add-ons to the
planning and execution engines.

• Extend the planner to include path planning. This would be
particularly beneficial to better understand how to combine
domain-independent and domain-specific planning, be it path
planning for an UAV or trajectory optimization and control for
a spacecraft.

8. SUMMARY
We have introduced a model-based domain-independent ex-
ecutive for execution of time-flexible plans. The executive
builds on the Tinytus script engine and is designed to run on
16 and 32 bit microcontrollers. We introduced as well the
Tinytus Executive Language, an extension to APSI’s DDL, and
our first attempt to bring planning and execution modelling
closer together.
As a way to evaluate the planner and the executive we have
also presented a new Warehouse domain and corresponding
runtime environment based on the Blocks World toy planning
problem. This new environment is built on the Unity game
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engine, and is used for integrated testing and evaluation of
planning and execution engines.
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